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A B S T R A C T

Due to the delays inherent in neuronal transmission, our awareness of sensory events necessarily lags behind the occurrence of those events in the world. If the visual
system did not compensate for these delays, we would consistently mislocalize moving objects behind their actual position. Anticipatory mechanisms that might
compensate for these delays have been reported in animals, and such mechanisms have also been hypothesized to underlie perceptual effects in humans such as the
Flash-Lag Effect. However, to date no direct physiological evidence for anticipatory mechanisms has been found in humans. Here, we apply multivariate pattern
classiﬁcation to time-resolved EEG data to investigate anticipatory coding of object position in humans. By comparing the time-course of neural position representation
for objects in both random and predictable apparent motion, we isolated anticipatory mechanisms that could compensate for neural delays when motion trajectories
were predictable. As well as revealing an early neural position representation (lag 80–90 ms) that was unaffected by the predictability of the object's trajectory, we
demonstrate a second neural position representation at 140–150 ms that was distinct from the ﬁrst, and that was pre-activated ahead of the moving object when it
moved on a predictable trajectory. The latency advantage for predictable motion was approximately 16  2 ms. To our knowledge, this provides the ﬁrst direct
experimental neurophysiological evidence of anticipatory coding in human vision, revealing the time-course of predictive mechanisms without using a spatial proxy
for time. The results are numerically consistent with earlier animal work, and suggest that current models of spatial predictive coding in visual cortex can be effectively
extended into the temporal domain.

Introduction
The processing of visual information in the brain takes time. It takes
several dozen milliseconds for information from the retina to reach the
cortex (Maunsell and Gibson, 1992), and up to ~120 ms before we are
able to initiate the ﬁrst actions based on that information (Kirchner and
Thorpe, 2006; Thorpe et al., 1996). After that time, a moving object will
be in a new position, and mislocalization would be inevitable if the delays resulting from neural transmission were not somehow compensated.
Conversely, experimental work has shown that humans are able to
localize moving objects with approximately zero lag, particularly when
the motion trajectory is predictable (Smeets et al., 1998). One way the
brain could achieve this is through anticipation: predicting the present on
the basis of the recent past. Indeed, anticipatory neural mechanisms have
been demonstrated in the retina in salamanders and rabbits (Berry et al.,
1999; Schwartz et al., 2007; Hosoya et al., 2005) as well as in cat lateral
geniculate nucleus (LGN) (Sillito et al., 1994) and primary visual cortex
(Jancke et al., 2004). Finally, in non-human primates the superior colliculus plays an important role in extrapolating the future position of

moving saccade targets (Quinet and Goffart, 2015; Fleuriet and Goffart,
2012).
In humans, predictive mechanisms have been argued to be the origin
of the ‘ﬂash-lag’ effect (Khoei et al., 2017), a visual illusion where a
moving stimulus appears ahead of a ﬂashed stimulus presented in the
same location (Nijhawan, 1994). Corroborating evidence for motion
extrapolation mechanisms in humans comes from psychophysical studies
using both real (Fu et al., 2001) and apparent motion (Hogendoorn et al.,
2008), as well as other motion-induced position illusions, such as the
ﬂash-drag (Whitney and Cavanagh, 2000; Krekelberg et al., 2000),
ﬂash-jump (Cai and Schlag, 2001), and ﬂash-grab (Cavanagh and Anstis,
2013) effects. However, these studies have shed little light on the underlying neural mechanisms.
Similarly, functional magnetic resonance (fMRI) experiments studying motion extrapolation in both early visual cortex (Schellekens et al.,
2016) and motion area MT (Maus et al., 2013) have demonstrated effects
consistent with predictive motion mechanisms. However, the limited
temporal resolution of fMRI has meant that such studies have necessarily
focused on patterns of activation spatially consistent with extrapolation,
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approximately 75% correct. The task functioned only to keep observers
attending to the stimuli and behavioural data was not analysed other
than to verify that observers did not lapse. Observers correctly detected
98.5% of targets over the course of the entire experiment. EEG Epochs
that included a target presentation or button press were excluded from
further analysis.

rather than directly demonstrating the prediction of an object's future
position at a future time. To the best of our knowledge, no study to date
has demonstrated neurophysiological correlates of motion extrapolation
in humans with sufﬁcient temporal resolution to directly probe the
time-course of prediction, without relying on a spatial proxy for time.
Here, we apply multivariate pattern analysis (MVPA) to EEG time-series
data acquired while human observers viewed an apparent motion
display. As well as revealing an early (80–90 ms post-stimulus) neural
position representation that was unaffected by the predictability of the
stimulus, we demonstrate a second neural position representation,
distinct from the ﬁrst, that was pre-activated when the stimulus was
presented in an anticipated location, with a latency-advantage of
approximately 16 ms.

Procedure
The experiment consisted of two parts, a Single Presentation phase
and a Sequential Presentation phase. In the Single Presentation phase,
stimuli were presented for 67 ms, with an inter-stimulus interval of
433 ms. Stimuli were presented in random order, in sets of 64 (8 presentations in each location). 16 sets were grouped together into blocks,
which took just under 9 min. Observers initiated each new set with a
button press. All observers completed a total of 12 blocks each, for a total
of 1536 trials per stimulus location. A target was presented 48 times per
block.
In the Sequential Presentation phase, stimuli were presented for
67 ms as for the Single Presentation phase, but the inter-stimulus interval
was reduced to 33 ms. In this phase, there were 4 conditions: (i) In the
Continuous condition, stimuli were presented in sequential clockwise
order, creating an apparent motion display in which the wedge appeared
to rotate clockwise around ﬁxation. (ii) In the Continuous Reverse condition, stimuli were present in sequential counter-clockwise order,
creating apparent motion in the opposite direction. In both (i) and (ii), a
single cycle around the display took 800 ms, such that the resulting
apparent motion stimulus moved at 55 degrees of visual angle per second. (iii) In the Scrambled condition, stimuli were presented in the
following pseudo-random order of locations: 1, 4, 7, 3, 5, 2, 8, 6. This
sequence was chosen to exclude sequential presentations of stimuli in
adjacent locations, which could induce an apparent motion effect. This
order was used in the Scrambled condition for all blocks in all observers.
(iv) In the Scrambled Reverse condition, stimuli were presented in precisely the opposite order to that in the Scrambled condition. Trials within
a given condition were presented in sets of 256 stimulus presentations
(32 in each location). 16 sets (4 from each condition, in random order)
together constituted a block, such that a block took just under 9 min.
Observers initiated each new set with a keypress. Each observer
completed 20 blocks, for a total of 10240 full cycles per observer. A target
was presented 64 times per block.

Materials and methods
Stimuli
Stimuli were presented on an ASUS ROG Swift 27” LCD monitor
running at 120 Hz with a resolution of 2560  1440. The monitor was
controlled by a Dell Precision T3610 PC running Matlab R2013b (The
Mathworks, Natick, MA) with PsychToolbox 3.0.8 extensions (Brainard,
1997). Observers viewed the stimuli from a headrest at a distance of
60 cm.
Stimuli consisted of black, truncated wedges presented on a uniform
50% grey background on an imaginary circle surrounding a central ﬁxation point. There were 8 possible locations, equally spaced on the points
of an imaginary octagon surrounding ﬁxation, with two in each visual
quadrant, as illustrated in Fig. 1A. Inner and outer edges of each wedge
were 6.3 and 7.7 degrees of visual angle away from ﬁxation, respectively,
such that they subtended 1.4 degrees of visual angle along the radial axis.
The wedges subtended 11 degrees of polar angle, corresponding to 1.3
and 1.5 degrees of visual angle at the inner and outer edges, respectively.

Task
Observers carried out a contrast decrement detection task. Occasionally, one of the wedges was presented at reduced contrast, and observers reported detecting such a target using a button press. The
difﬁculty of the task was adjusted online over the course of the experiment using a 3-up, 1-down staircase to keep observers’ performance at

Fig. 1. Stimulus layout and procedure. A) The stimulus consisted of a single black truncated wedge presented at one of 8 possible locations surrounding a central
ﬁxation point. B) In the Single Presentation phase, individual presentations of the stimulus were separated by a long 433 ms ISI, in random locations. This stimulus
was used to train classiﬁers for testing on epochs from the Sequential Presentation phase. C) In the Sequential Presentation phase, stimuli were presented with
short 33 ms ISI, in one of four conditions: in the Continuous condition, stimuli were presented in successive adjacent clockwise positions (1, 2, 3, 4, 5, 6, 7, 8). In
the Continuous Reverse condition, stimuli were presented in successive adjacent counter-clockwise positions (8, 7, 6, 5, 4, 3, 2, 1). In the Scrambled condition,
stimuli were presented in the pseudorandom order 1, 4, 7, 3, 5, 2, 8, 6. This order was chosen to avoid sequential presentation of stimuli in adjacent positions. In
the Scrambled Reverse condition, the stimulus was presented in precisely the opposite order (6, 8, 2, 5, 3, 7, 4, 1).
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positive CAI represents nett neural evidence in favour of the presented
location, and a negative CAI represents nett neural evidence against the
presented location.
Outcome variables (Classiﬁcation performance in the Single Presentation phase and Classiﬁcation Anisotropy Index (CAI) in the Sequential
Presentation phase) were statistically tested using permutation testing. In
order to test whether the outcome variable at any given time-point
exceeded what might be expected by chance, we compared the
observed value at each time-point to a bootstrapped null distribution. In
the Single Presentation phase, this null distribution was created by
generating 10000 datasets, each by randomly shufﬂing the position label
of each trial. Each bootstrapped dataset was analysed in precisely the
same way as the observed data, generating a distribution of outcome
variables under the null hypothesis of no systematic position information. Individual time-points at which the observed classiﬁcation performance fell in the highest or lowest 0.05% of classiﬁcation performance in
the bootstrapped datasets at that time-point were taken as signiﬁcant
(p < .001, two-tailed uncorrected).
In the Sequential Presentation phase, CAI was tested in precisely the
same way. A null distribution was created by generating 10000 datasets,
each by randomly shufﬂing the time labels of the data points in each
epoch. Because each epoch includes an entire stimulus cycle, this had the
effect of shufﬂing all positions, again creating a dataset under the null
hypothesis that the data contained no systematic information about position. For each time-point in the epoch, we calculated the CAI in each of
these bootstrapped datasets, generating a null distribution of CAI's for
each time-point. Time-points at which the observed CAI fell in the lowest
or highest 0.05% of this distribution were taken as signiﬁcant (p < .001,
two-tailed uncorrected).
Analysis and preprocessing code for Matlab is available online on
https://github.com/jhahogendoorn/Hogendoorn-Burkitt-2018Neuroimage. Raw EEG data used for analysis in this study can be made
available upon request – please contact Hinze Hogendoorn.

EEG acquisition and preprocessing
64-channel EEG was acquired using a BioSemi Active2 EEG system
with 64 scalp electrodes sampling at 2048 Hz. EEG data was referenced
to the average of the two mastoid electrodes and resampled to 512 Hz for
analysis. No ﬁltering was applied.
Data from the Single Presentation phase was epoched time-locked to
stimulus onset, from 100 ms before to 300 after, and baseline-corrected
to the mean of the 100 ms period before stimulus onset.
Data from the Sequential Presentation phase was epoched timelocked to stimulus onset, from 300 ms before to 500 ms after. In this
way, each epoch included precisely one presentation of the stimulus in
each location. Baseline-correction was applied using the mean of the
entire epoch to avoid introducing stimulus-speciﬁc differences by differential baseline correction.
For the Single Presentation phase, epochs with large artefacts were
excluded from analysis using an automated rejection procedure. Epochs
for which the standard deviation of amplitudes across all electrodes and
all time-points exceeded 50 μV were excluded from analysis. This rejection procedure was deliberately conservative, to avoid introducing systematic patterns in the dataset which the classiﬁcation analysis might
exploit. Across all observers, 19.66% of epochs were removed in this
way. No artefact rejection was carried out for the Sequential Presentation
phase.
Experimental design and statistical analyses
6 Observers with normal or corrected-to-normal vision participated in
the experiment (all male, age 22–28). All observers gave informed consent before taking part in the experiment, and received monetary
compensation for their participation.
Neural representations of stimulus position in trials from the Single
Presentation phase were probed using time-resolved linear discriminant
analysis (LDA) classiﬁers (Hogendoorn et al., 2015; Carlson et al., 2011;
Grootswagers et al., 2016). Within each observer, and for each pairwise
combination of stimulus positions, a set of LDA classiﬁers was trained
and tested on individual time-points from the EEG epoch. Using the
amplitudes at each of the 64 electrodes at a given timepoint as features,
essentially this approach attempts to ﬁnd a hyperplane in 64D space to
optimally separate two kinds of trials at that timepoint. The classiﬁer is
trained and tested using a leave-one-out approach, in which it is trained
on all but one trial, and tested on that trial. Then the process is repeated
using the next trial, and so on, until all trials have been tested once. Mean
classiﬁcation performance across trials is then calculated. In this way,
above-chance performance of the classiﬁer at a given time-point is
indicative of the presence of position-speciﬁc information in the pattern
of scalp activation at that time-point.
In order to investigate possible predictive mechanisms in representing object position, we used sets of pairwise classiﬁers trained on the
Single Presentation data, and tested them on data from the Sequential
Presentation phase. For each location, each time-point from epochs timelocked to the presentation of the stimulus in that location was tested
pairwise against each of the 7 other locations. This was done separately
using classiﬁers trained on each of the two time-windows identiﬁed on
the basis of classiﬁcation performance in the Single Presentation data:
either the 80–90 ms time-window or the 140–150 ms time-window (see
Results, below). This yielded 7 measures of neural evidence in favour of
one location against the other possible locations. Finally, we averaged
classiﬁcation assignments in favour of the location being tested, across all
seven pairwise comparisons, and repeated the entire process for each of
the 8 presented locations. Averaging across all 8 locations yields a
measure we call a Classiﬁcation Anisotropy Index (CAI). This index is a
measure of classiﬁcation evidence in favour of the presented location at a
given time-point relative to the presentation of the stimulus in that
location. A CAI of zero at a given timepoint means there is no nett evidence in favour of the presented location versus the other locations. A

Results
Single presentation
Fig. 2A shows mean classiﬁcation performance over time as a function of stimulus separation, averaged over all six observers. As previously
reported using both MEG (Carlson et al., 2011) and EEG (Hogendoorn et
al., 2015), classiﬁers performed above chance at decoding stimulus position, with classiﬁcation performance ﬁrst rising above chance around
60 ms following stimulus onset. Importantly, the time-course of classiﬁcation performance was characterized by distinct peaks, the most
prominent of which were centred at 80–90 ms and 140–150 ms
post-stimulus onset.
In order to explore the neural basis of these peaks, we constructed
temporal generalization matrices to compare the active representations
in these two time windows (King and Dehaene, 2014). A temporal
generalization matrix is an extension of the time-resolved classiﬁcation
approach in that it involves training the classiﬁer at one timepoint and
subsequently testing it on another. By analysing all combinations of
training and test time, it is possible to create a matrix representing how
patterns of information evolve or recur. Here, it allowed us to evaluate
whether the two peaks reﬂect a recurrent neural representation, or a
transformation from one representation into another: in the former case,
the classiﬁer trained on the ﬁrst peak and tested on the second would
yield above-chance classiﬁcation performance, whereas in the second it
would not. The temporal generalization matrix (shown in Fig. 2B)
revealed no above-chance classiﬁcation performance at the intersections
of the time of the ﬁrst peak (80–90 ms) and the second peak (140–150
ms), indicated by black arrows. This reveals that these two peaks
represent sequential, distinct patterns of neural activation (King and
Dehaene, 2014).
Having identiﬁed two distinct, decodable neural representations of
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Fig. 2. Mean classiﬁcation performance of pairwise classiﬁers trained and tested on single presentations, across all observers. A) Classiﬁcation performance over
time relative to stimulus onset, as a function of stimulus separation. Different colours indicate performance of classiﬁers trained to discriminate pairs of stimulus
locations separated by 45 , 90 , 135 or 180 of polar angle. The black line indicates the average over all pairwise comparisons. Dots below the plot indicate timepoints at which classiﬁcation performance differed signiﬁcantly from the bootstrapped null hypothesis (p < .001, uncorrected). Shaded grey regions indicate timewindows of peak classiﬁcation performance, used in the classiﬁcation of data from the Sequential Presentation phase. B) Temporal Generalization Matrix showing
classiﬁcation performance as a function of both training and test time-point, averaged across all pairwise comparisons. The diagonal is equivalent to the black line
in panel A. Black arrows indicate that cross-classiﬁcation of the two shaded areas in panel A does not result in above-chance performance, showing that distinct
neural representations underlie classiﬁcation performance in these two time-windows.

Sequential presentation

object position in the EEG time-course in the Single Presentation Phase,
in the next step we took the classiﬁers trained on each of these two timewindows, and used them to probe the neural representation of the
moving object in the Sequential Presentation Phase.

Classiﬁers trained on representations in the 80–90 ms time-window
in the Single Presentation phase performed signiﬁcantly above chance
at assigning trials in the Sequential Presentation phase to the appropriate
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Fig. 3. Classiﬁcation Anisotropy Index as a function of time following stimulus presentation in the Sequential Presentation condition. Classiﬁers were trained on
data from the Single Presentation condition, with A) showing CAI after training on Peak 1 (80–90 ms) and B) showing CAI after training on Peak 2 (140–150 ms).
Dots below the plots indicate time-points at which absolute CAI differed signiﬁcantly from the bootstrapped null hypothesis (p < .001, uncorrected). The insets
below each plot show graphic representations of the mean CAI over time in the Continuous and Scrambled conditions. Following training in 80–90 ms timewindow, there is no difference between peak latency (A), whereas following training in the 140–150 ms time-window (B), there is a latency advantage for
the Continuous conditions over the Scrambled conditions.
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largest latency difference in any of the shufﬂed datasets (Fig. 4B and D).
This shows that the observed latency difference between the Continuous
and Scrambled conditions is highly signiﬁcant (p < .005).

Proportion of
peak performance

Proportion of
peak performance

position (Fig. 3A). In other words, the classiﬁer was able to decode the
position of the apparent motion stimulus on the basis of the patterns of
activation associated with each position in the Single Presentation phase.
Classiﬁcation anisotropy increased concurrently in all four tested conditions, ﬁrst rising above chance at 68–74 ms and peaking at 88–92 ms
after stimulus onset in all conditions. No latency difference was observed
between Continuous and Scrambled conditions (as tested using permutation testing – see text below and Fig. 4A and C), indicating that the ﬁrst
neural position representation decodable with EEG developed at the
same latency irrespective of whether the stimulus was anticipated in a
given position or not.
Classiﬁers trained on representations in the second time-window
(140–150 ms) also performed above chance at decoding stimulus position in the Sequential Presentation phase (Fig. 3B). Importantly, the main
classiﬁcation peak was observed at a lower latency in the two Continuous
conditions than in the two Scrambled conditions, with a difference of
approximately 16 ms.
Quantifying a latency difference in EEG components or related measures is difﬁcult, and requires making essentially arbitrary threshold
choices (Luck, 2005). Accordingly, we calculated latency in several
different ways, and tested each against the null hypothesis of no systematic latency difference using permutation testing. First, we collapsed
across the two Continuous conditions and across the two Scrambled
conditions. Subsequently, we established CAI threshold values corresponding to 50%–90% of peak CAI in each condition, in 5% increments,
and then calculated the latency at which the CAI ﬁrst exceeded, and
subsequently dropped below, each of these threshold levels. For each
latency measure, we then calculated the latency difference between the
Continuous and Scrambled conditions.
To test whether the observed difference in CAI latency in the real data
was likely to have arisen by chance, we generated a null distribution of
latency differences using permutation testing. Within each observer, we
randomly shufﬂed trial labels across the four conditions, and repeated
the above analysis process to arrive at a set of latency differences. By
repeating this process 200 times and comparing the latency difference
observed in the original data to the distribution of shufﬂed latency differences, we could evaluate the probability that the observed latency
difference would arise under the null hypothesis.
Across all different choices of threshold level, and using either the
latency to exceed threshold or the latency to drop below threshold, the
latency difference in the real data was considerably larger than the

0.9

Discussion
The delays inherent in neuronal transmission mean that mislocalization of moving objects is inevitable without a compensatory
mechanism. Although neural mechanisms anticipating the trajectory of a
moving object have been demonstrated in salamanders, cats, and rabbits,
no physiological correlate of such a mechanism has been reported in
humans. Here, we used a multivariate pattern classiﬁcation approach
applied to time-resolved EEG recordings in six human observers to probe
the time-course of position representation moving objects. Observers
viewed apparent motion stimuli presented along a continuous, predictable trajectory or in random positions. When the stimulus was presented
along a predictable trajectory, the neural representation of its position
was activated earlier than when it was presented unpredictably in the
same position, with a latency advantage of approximately 15 ms. This
constitutes the ﬁrst physiological evidence in humans that we know of to
demonstrate anticipatory coding ahead of moving objects.
These results are consistent with a conceptual predictive coding
framework (Rao and Ballard, 1999; Kok and de Lange, 2015; Huang and
Rao, 2011) in which incoming sensory information is compared against
predictions to generate error signals (Clark, 2013; Spratling 2013, 2017).
Predictive coding models are usually described as predicting the state of a
hierarchically lower subpopulation of neurons on the basis of the activity
of another subpopulation of neurons further up the hierarchy. Although
time necessarily elapses as neurons transmit information, the passage of
time is usually implicit in these models, and they do not explicitly predict
sensory features a substantial time into the future. Nevertheless, our results are consistent with explicitly expanding this approach to be
spatiotemporal, whereby neural subpopulations explicitly predict the
future states of other neural subpopulations. Such an implementation
would contribute to reducing the behavioural impact of neuronal transmission delays in our interaction with moving objects.
In their usual implementation, predictive coding models are iterative,
in the sense that incoming sensory signals are compared against predictions to generate errors, which are fed forward to the next hierarchical
level to generate new predictions, iteratively until the system arrives at a
stable state and the stimulus is represented at its conceptual level (Rao

A

40

B

0.8
0.7
0.6
0.5
0.9
0.8

20

C

D

0.7
0.6
0.5

0
-5

0

5
10
Latency advantage (ms)

15

20 -5

0

5
10
Latency advantage (ms)

15

20

Fig. 4. Observed latency difference relative to a bootstrapped null distribution for CAI peak latency. Panels A and C show CAI peak latency after training on the
80–90 ms window, and Panels B and D show CAI peak latency after training on the 140–150 ms time-window. Within each panel, each row shows a choice of
threshold level for estimating peak latency, as a proportion of peak CAI. Colours indicate the number of shufﬂed datasets in which a given latency difference was
observed. Black circles indicate the latency difference observed in the real data. Panels A and B show differences in latency to ﬁrst rise above threshold, and panels
C and D shows differences in latency to subsequently drop below threshold. For the 80–90 ms time-window, the observed latency fell within the range of what
would be expected under the null hypothesis. For the 140–150 ms time-window, the observed latency difference was considerably larger than the largest difference in any bootstrapped dataset under the null hypothesis for all calculated measures.
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to these order effects, for the following reasons. Firstly, although the
superposition of a negative CAI resulting from a previous stimulus could
increase the time before CAI ﬁrst exceeds threshold, it cannot increase
the time before CAI ﬁrst drops below threshold again. However, in our
data the peak appears to shift in its entirety. This cannot be explained by
a lingering effect of the previous stimulus. Secondly, a superimposed
negative CAI from the previous stimulus would be expected to reduce the
overall CAI observed for the current stimulus, as compared to the
Continuous conditions. In our data, peak CAI is actually higher for the
Scrambled conditions than for the Continuous conditions. Finally, the
rationale that activity from the previous stimulus affects the apparent
latency of CAI for the current stimulus would hold equally for the subsequent stimulus. This is also evident in the data: in Fig. 3B, the Scrambled and Continuous diverge not only in the 0–100 ms time window, but
similarly in the 250–350 ms time-window. If negative CAI in the 0–100
time-window would cause a later apparent onset of peak CAI, then low
CAI in the 250–350 ms time-window would be expected to similarly
cause an earlier apparent offset of peak CAI. In our data, CAI ﬁrst drops
below threshold later, rather than earlier, in the Scrambled condition.
Although the experiment presented here provides the ﬁrst physiological correlate of anticipatory coding in human observers, the mechanisms we have uncovered predict only approximately 16 ms into the
future. This is numerically consistent with previous work in cat V1
(Jancke et al., 2004), but is several times smaller than the time needed for
visual information to even reach primary visual cortex from the retina, as
well the latency difference typically reported in ﬂash-lag paradigms
(Krekelberg et al., 2000). We also only used a single stimulus speed in the
current experiment (55 degrees of visual angle per second). This speed is
within the range in which the ﬂash-lag effect is observed (Nijhawan,
1994), and the latency advantage of ~16 ms remained constant across
stimulus speed in cat V1 (Jancke et al., 2004). On its own, this mechanism therefore only goes partway to solving the problem of neural delays
for accurately interacting with moving objects. It remains an open
question what other anticipation mechanisms exist, as well as what the
perceptual and behavioural consequences are when the predictions
formulated by these mechanisms are violated.

and Ballard, 1999). Clearly, when predicting over time, there is limited
opportunity for iteration, as additional iteration will necessarily incur
additional delay, and there is ecological pressure for an organism to be
able to act rapidly on sensory input. As such, there is an inevitable
trade-off between accelerating perception through anticipation of the
future, and the consequences of prediction errors. One possibility is that
when predictions are not borne out, the resulting errors are revised in our
conscious awareness. This idea is consistent with the “postdiction”
mechanism put forth by Eagleman and Sejnowski (2000) to explain the
ﬂash-lag effect (although this interpretation has been criticized (Eagleman and Sejnowski, 2007; Shimojo, 2014), as well as Dennett's Multiple
Drafts model of consciousness (Dennett and Kinsbourne, 1992). Postdictive error-correction is also a feature of trajectory models of time
representation, as argued by Grush (2005a; b; 2008). Further study will
be necessary to elucidate the perceptual consequences of prediction errors when predictions are made over time.
Although EEG has provided the necessary temporal resolution to
identify that position representations are formed earlier for stimuli in
anticipated positions, it does not provide the spatial resolution to localize
these representations in the brain. Because we used a whole-scalp pattern
classiﬁcation paradigm, traditional dipole models cannot be applied, and
although in principle the pattern of weights over the scalp can be analysed, the meaningful interpretation of classiﬁer weights is difﬁcult
(Haufe et al., 2014). Given the known sensitivity of visual ERP responses
to stimulus position (Jeffreys and Axford, 1972) and previous reports of
position classiﬁcation on the basis of EEG and MEG signals from the
occipital scalp (Hogendoorn et al., 2015; Carlson et al., 2011), it seems
highly likely that the signals underlying the effects we report here originate from visual cortex. Furthermore, this interpretation is consistent
with previous fMRI work where differences in BOLD response between
the leading and trailing edge of a motion patch were attributed to the
predictability of the motion in those locations (Schellekens et al., 2016).
Nevertheless, verifying this neural origin of this anticipatory signal will
require an imaging approach or combination of approaches with greater
simultaneous spatial and temporal resolution than either EEG or fMRI
provides in isolation.
One consideration in the interpretation of the CAI waveforms in Fig.
3B, and in the interpretation of the observed latency difference between
the Continuous and Scrambled, is the large difference in CAI between the
conditions in the time-window preceding the main peaks (i.e. 0–100 ms).
It could be argued that the signiﬁcantly below-chance CAI in the
Scrambled condition could artiﬁcially induce an apparent latency shift in
the subsequent positive peak (Luck, 2005), which would undermine the
interpretation of the observed CAI latency difference as a true difference
in the latency of neural activation.
The cause of the difference between the Continuous and Scrambled
conditions in this early time-window is the different temporal context of
the individual presentations in the two conditions. Due to the nature of
the condition, individual stimulus presentations in the Continuous conditions were always preceded by a stimulus in an adjacent location.
Conversely, each individual stimulus presentation in the Scrambled
conditions was preceded by a stimulus in a position at least 2 positions
away. The visual distance between two positions corresponds to the
multidimensional distance between the associated neural representations
of those positions (Carlson et al., 2011). As a result, in the Continuous
conditions, the neural representation of each stimulus is likely to be
relatively similar to the representation of the stimulus that preceded it,
leading to a positive CAI within the corresponding time-window.
Conversely, in the Scrambled conditions, the neural representations of
successive stimuli are likely to be especially distinct, as they are separated by a minimum of 90 of polar angle in the display. Indeed, 6 out of
the 8 stimulus presentations in the Scrambled sequence were presented
in the opposite visual hemiﬁeld to the previous stimulus, further
increasing their discriminability through EEG. This leads to a signiﬁcant
negative CAI within the time-window of the preceding stimulus.
We do not believe that the observed latency difference is attributable
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